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Introduction
Knowledge of genetic parameters and variances is an essential pre-requisite for tasks such as
the design of selection programmes or prediction of breeding values. Reliable estimation of
these quantities is thus paramount. There is a growing trend to consider more and more com-
plex phenotypes, necessitating multivariate analyses comprising numerous traits. Problems
inherent in such analyses, arising from sampling variation and the resulting over-dispersion
of sample eigenvalues, are well known. There has been longstanding interest in the ‘regu-
larization’ of estimated covariance matrices. Generally, this involves a compromise between
additional bias and reduced sampling variation of ‘improved’ estimators. Numerous simula-
tion studies have demonstrated that this can improve the agreement between estimated and
population covariance matrices; see Meyer and Kirkpatrick (2010) for a review. For instance,
estimators of covariance matrices have been suggested which counter-act upwards bias of the
largest and downwards bias of the smallest eigenvalues by shrinking them towards their mean.

In quantitative genetic analyses, we attempt to partition covariances into their genetic and
environmental components. Typically, this results in strong sampling correlations between
them, so that the sum – the phenotypic covariance matrix (ΣP) – is estimated much more
accurately than the genetic covariance matrix (ΣG). This has lead to suggestions to borrow
strength from Σ̂P in estimating ΣG. Specifically, Hayes and Hill (1981) proposed a method,
referred to as ‘bending’, which involves regressing the eigenvalues of Σ̂−1

P Σ̂G towards their
mean. One objective of ‘bending’ was to modify estimates of ΣG from analyses of variance, to
ensure the resulting Σ̂G were positive (semi-)definite (p.s.d.). In addition, the authors showed
by simulation that shrinking even further than needed to make all eigenvalues non-negative
could substantially improve the achieved response to selection, when the resulting, modified
estimates were used to derive weights for a selection index.

Modern, mixed model based analyses to estimate genetic parameters using restricted maxi-
mum likelihood (REML) or Bayesian methods generally yield p.s.d. estimates of covariance
matrices. However, problems arising from substantial sampling variation in multivariate anal-
yses remain. In spite of increasing applications of such analyses in scenarios where data sets
are invariably small, there has been little interest in regularization and shrinkage techniques in
genetic parameter estimation, other than through the use of informative priors in a Bayesian
context. This paper explores the scope for improved estimation of genetic covariance matrices
by implementing ‘bending’ for ‘animal model’ type analyses using penalized REML.

Penalized REML estimation
Consider a simple ‘animal model’ for q traits, y = Xb + Zg + e with y, b, g and e the vectors of
observations, fixed effects, additive genetic and residual effects, respectively, and X (with full
rank submatrix X0) and Z the corresponding incidence matrices. Let ΣG and ΣE denote the
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matrices of additive genetic and residual covariances among the q traits, so that ΣP = ΣG +ΣE ,
and let Var (g) = ΣG ⊗ A = G with A the numerator relationship matrix between individuals
and Var (e) =

∑+
k Rk = R, with Rk the sub-matrix of ΣE corresponding to the traits recorded

for the k−th individual and ‘
∑+’ is the direct matrix sum. This gives Var (y) = ZGZ′ + R = V

and the REML log likelihood is, apart from a constant,

logL = − 1
2

(
log |V| + log

∣∣∣X′0V−1X0
∣∣∣ + (y − Xb)′ V−1 (y − Xb)

)
(1)

For ΣG and ΣE unstructured, we have q(q + 1) covariance components to be estimated. A
natural alternative is a parameterisation using the canonical decomposition of ΣG and ΣP: Let
QΣGQ′ = Λ and QΣPQ′ = I so that for T = Q−1, TΛT′ = ΣG and TT′ = ΣP. The elements of
Λ = Diag{λi} are the eigenvalues of ΣP

−1/2ΣGΣP
−1/2, and can be interpreted as heritabilities on

the canonical scale. T = {ti j} is the corresponding matrix of eigenvectors, scaled by the matrix
square root of ΣP. This yields q values λi and q2 elements ti j as parameters to be estimated.

The mixed model equivalent to ‘bending’ is obtained by maximizing the penalized likelihood

logLP = logL − 1
2 ψ

∑q

i=1

(
λi − λ̄

)2
for λ̄ =

(∑q

i=1
λi

)
/q (2)

This directly mimics the suggestion of Hayes and Hill (1981), as the quadratic penalty pro-
vides a linear shrinkage of all λi towards their mean. ψ is a so-called tuning parameter which
determines the amount of shrinkage to be applied. For ψ = 0, logLP reduces to logL, and
for ψ → ∞ we obtain a model in which all λ̂i are constrained to be equal. Derivatives of
logLP with respect to canonical parameters λi and ti j are straightforward, and standard REML
algorithms are readily adapted to maximization of logLP.

Simulation study
Data. A simulation study was carried out considering q = 5 traits, choosing 11 combinations
of canonical heritabilities (λi) which differed in both the average level (λ̄) and the spread of
the λi about their mean (see Table 1) as population values. Sampling matrices of mean squares
and crossproducts (MSCP) from central Wishart distributions, data were simulated for 125 or
50 unrelated families, using the design of Bondari et al. (1978): Each family involved records
on two pairs of full-sibs in generation 1, with one male and one female per pair. In generation
2, two paternal half-sibs of different sex were mated to unrelated individuals, recording two
offspring per mating. This yielded 8 individuals per family which provided nine different types
of covariances between relatives, i.e. data sets of size N = 1000 and N = 400.

Analyses. Estimates of ΣG and ΣE with and without penalties were obtained using the canon-
ical parameterisation as described above and a combination of Method of Scoring and simple
derivative-free algorithms to locate the maximum of logL or logLP, constraining estimates
of λi to the interval

[
10−5, 1−10−5]. A range of values for ψ (0 to 1.8 in steps of 0.2, 2 to

4.5 in steps of 0.5, 5 to 99 in steps of 1, 100 to 248 in steps of 2, 250 to 495 in steps of 5
and 500 to 1000 in steps of 10; 289 in total) were considered. To estimate the appropriate
tuning parameter, ψ̂, 100 additional matrices of MSCP were sampled for each replicate (for the
same sample size and population parameters). Let θ̂r denote the vector of parameter estimates
for a replicate and tuning parameter ψr. Calculating the value of the unpenalized likelihood,
logL

(
θ̂r, yl

)
, for each θ̂r (r = 1, 289) and each of the additional data sets, yl (l = 1, 100),

ψ̂ was obtained as the value of ψr for which the average,
∑100

l=1 logL
(
θ̂r, yl

)
/100, was max-

imised. A total of 10 000 replicates were carried out for each scenario examined. The effect
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Figure 1: Bias1 (in %) in estimates of canonical heritabilities (125 families)
1Means: • No penalty, H penalized estimates; vertical bars show plus/minus one empirical standard deviations,

of penalized estimation was summarized as the percentage reduction in average loss (PRIAL),

PRIAL = 100
[
L̄1

(
ΣX , Σ̂

0
X

)
− L̄1

(
ΣX , Σ̂

ψ̂
X

)]
/L̄1

(
ΣX , Σ̂

0
X

)
(3)

with Σ̂0
X and Σ̂ψ̂X the unpenalized and penalized REML estimates for ΣX , respectively, and L̄1(·)

the entropy loss, L1
(
Σ, Σ̂

)
= tr

(
Σ−1Σ̂

)
− log |Σ−1Σ̂| − q, averaged over replicates.

Results. The effect of sampling variation and penalization on estimates of canonical heritabili-
ties is illustrated in Figure 1. As indicated by theory, bias (given as (λ̂i −λi)/λi) in unpenalized
estimates was largest for cases with the smallest spread in the population values. For equal pop-
ulation values (case A), penalized estimation dramatically reduced bias in λ̂i, with the small
remaining bias in the same direction as without penalties. For the other cases, penalization
appeared to overcompensate somewhat, resulting in a bias in the opposite direction for the
extreme values. Over-shrinkage, in particular of the smallest eigenvalues, when population
values are far apart has been observed previously, and has been attributed to the nature of the
quadratic penalty used (Daniels and Kass 2001).

Penalization had very little effect on the estimates of eigenvectors, with only a slight increase
in the average angle between true and estimated vectors apparent. Hence, the reduction in
loss achieved, summarized in Table 1, is a direct reflection of the effects of penalties on the
estimates of the canonical heritabilities. Average tuning factors decreased with increasing
spread in the population eigenvalues. For most scenarios, ψ̂ tended to increase with decreasing
sample size, i.e., as to be expected, more severe penalties needed to be imposed as less data
was available and sampling variation increased. The main exception to this pattern was for
cases A and G (equal λi) where ψ̂ was equal to the maximum value considered (of 1000) for
numerous replicates, i.e. the average value was distorted by the upper limit on ψ̂ imposed.

Average loss in Σ̂G (L̄1) was largest for scenarios with a wide spread of roots. Penalized es-
timation reduced L̄1 in Σ̂G throughout, with reductions increasing as the spread in population
values decreased. For constellations with a large spread in λi (D and F) penalization increased
the loss in Σ̂G in up to 32% of replicates; on average though L̄1 was reduced by at least 40%.
Additional simulations (not shown) suggested that for cases with λ1 large and the remaining
values close together (E, I and K), imposing a penalty on λ̂i transformed to logarithmic scale
was more effective. If the largest population value was close to unity (cases F and K), λ̂1 was
essentially unity for a substantial number of replicates. Relatively small PRIALs for Σ̂G then
reflected, in part at least, the effects of constraints on the parameter space which decreased the
scope for penalization to reduce loss. While constraints biased the average of λ̄ across repli-
cates only slightly (by less than 4% up- or downwards), effects for individual replicates may
have been larger, resulting in attempts to penalize deviations from a less appropriate estimate



Table 1: Percentage reduction in average loss (PRIAL) for Σ̂G and Σ̂P

Population values 125 families 50 families

λ1 λ2 λ3 λ4 λ5 L̄1
1 ψ̄2 Σ̂G Σ̂P W3 L̄1 ψ̄ Σ̂G Σ̂P W

A 0.40 0.40 0.40 0.40 0.40 23 950 86 8 0 90 866 91 9 0
B 0.50 0.45 0.40 0.35 0.30 26 326 63 6 1 103 411 85 7 0
C 0.60 0.50 0.40 0.30 0.20 36 72 45 3 13 183 85 80 5 6
D 0.70 0.55 0.40 0.25 0.10 125 32 65 2 32 382 34 76 3 25
E 0.80 0.30 0.30 0.30 0.30 33 38 41 1 3 169 36 78 2 1
F 0.90 0.50 0.30 0.20 0.10 148 23 60 1 19 452 20 70 1 14
G 0.20 0.20 0.20 0.20 0.20 158 949 94 2 0 704 852 96 2 0
H 0.30 0.25 0.20 0.15 0.10 279 324 83 2 2 791 408 90 2 1
I 0.60 0.10 0.10 0.10 0.10 611 25 40 0 8 1102 26 47 1 7
J 0.50 0.20 0.15 0.10 0.05 555 47 55 1 10 1021 55 65 1 5
K 0.90 0.30 0.10 0.10 0.10 439 17 44 1 9 868 14 44 1 8
1Mean loss (×100) in unpenalized Σ̂G, 2Mean tuning factor, 3% of replicates for which ψ > 0 increased loss in Σ̂G

of the mean than we may wish for. Further simulations (not shown) yielded a higher PRIAL
for cases D, F, I, J and K when replacing λ̄ in (Eq. 2) with the corresponding harmonic mean.

Discussion
We have shown that ‘regularized’ estimates of genetic covariance matrices for a general pedi-
gree can be obtained by penalized REML fitting an animal model, and that this can result in
‘better’ estimates which, on average, deviate less from the population values than results from
non-penalized analyses. Imposing a quadratic penalty on the deviation of sample eigenval-
ues from their mean is analogous to ‘bending’ and implies a normal prior. Penalties appeared
most effective when the population eigenvalues were close together, but mean risks increased
as true roots were spread further apart, so that a proportionally smaller reduction in loss still
represented a substantial decrease. While penalized estimation is highly appealing, it requires
a decision on the strength of the penalty to be applied. A widely used technique to estimate ψ
from the data at hand is cross-validation. However, it is laborious and selection of representa-
tive subset can be challenging, especially for small samples and structured data. An alternative
may be to chose a tuning factor a priori, based on the number of traits, sample size, pedigree
structure and any information on the spread in canonical heritabilities available, imposing a
relatively mild penalty to exploit at least some of the potential benefits.

Penalized estimation is recommended for multivariate analyses comprising more than a few
traits and small samples, to make the best possible use of limited and precious data.
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