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Introduction 

 

Dense molecular marker panels are now available in many species and this has prompted 

important research efforts in humans, plants and animals. Molecular markers can be 

incorporated into statistical models in different manners. One possibility is to regress 

phenotypic outcomes on marker covariates using a linear model, εXβy += , where: 

{ }iy=y  is a vector of phenotypic records, hereinafter assumed to be centered around zero 

and with ( )ni ,...,1∈  indexing subjects; { }ijx=X  is a matrix of marker genotypes 

with ( )pj ,...,1∈  indexing markers; { }jβ=β is a vector of marker effects
1
; and { }iε=ε  is a 

vector model residuals. With dense molecular marker panels, p>>n and estimates of marker 

effects are often obtained using penalized estimation methods such as ridge regression 

(Hoerl and Kennard 1970), the least absolute shrinkage and selection operator (LASSO; 

Tibshirani 1996), or Bayesian methods. Within the latter, those using marker-specific 

shrinkage of effects (e.g., BayesA or BayesB of Meuwissen et al. 2001, or the Bayesian 

LASSO of Park and Casella 2008) are commonly used in animal breeding applications.  

 

A second approach to incorporate molecular marker information into statistical models uses 

marker genotypes to arrive at an estimate of the kinship matrix (hereinafter G ). When 

variance components are known, the canonical model is:  

( ) ( ) ( )2222
, , ,  ;  εε σσσσ I0εG0gεg,εgy NNp gg =+= ,  [1] 

where ( )′= ngg ,...,1g  is a vector of genetic effects, 2

gσ  and 2

εσ  are the genetic and residual 

variances, respectively, and ( ) 0, =iigCov ε . Several estimates of G have been suggested 

and used (e.g., VanRaden 2007; Hayes and Goddard 2008).  

 

A third alternative is to incorporate molecular marker information into statistical models 

using semi-parametric methods such as reproducing kernel Hilbert spaces (RKHS) 

regressions. This was first proposed in genomic selection by Gianola et al. (2006). Here, as 
in [1], genetic values are viewed as a Gaussian process. However, unlike the parametric 
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approach in which the (co)variance function is derived from the assumptions implied by a 

specific mode of gene action (e.g., additive infinitesimal), in RKHS the choice of 
(co)variance function may not be model-driven. RKHS offer great flexibility for parametric 

and non-parametric regression and have important computational advantages. This paper: 

(a) provides a brief review of RKHS methods, (b) gives a computationally convenient 

framework for Bayesian RKHS regressions, (c) discusses the connection between RKHS 

regressions and some parametric methods, and (d) illustrates the use of RKHS methods 

using data from Jersey dairy cattle.  

Methodology 

Reproducing kernel Hilbert spaces methods have been used in many areas of application 

such as spatial statistics (e.g., ‘Kriging’; Cressie 1993), scatter-plot smoothing (e.g., 

smoothing splines; Wahba 1990) and classification problems (e.g., support vector machines; 

Vapnik 1998). In all these applications the learning task is the following (Vapnik 1998): 

given data, ( ){ }n

iii ty
1

,
=

, originating from some functional dependency, infer this dependency. 

The pattern relating input, Tti ∈ , and output, Yy i ∈ , variables can be described with an 

unknown function, g. For example, it  may consists of marker genotypes, iit x= , and g may 

be an unknown function that assign a genetic value, ( )ii gg x= , to each genotype. Inferring  

g  requires defining a collection of functions (hereinafter denoted as g∈H, standing for all 

functions in RKHS of real-valued functions H) from which an element, ĝ ,will be chosen 

and a criterion for comparing functions in H. RKHS methods belong to the class of 

penalized estimation methods, and estimates are obtained by solving the following 

optimization problem: 

( ){ }  , minargˆ
2

H
Hg

gglg λ+=
∈

y ,     [2] 

where ( )y, gl  is a loss function (e.g., some measure of goodness of fit); λ  is a parameter 

controlling trade-offs between goodness of fit and model complexity; and 
2

H
g  is the square 

of the norm of g on H, a measure of model complexity.  An important result, known as the 
Moore-Aronszajn theorem (Aronszajn, 1950), states that each RKHS is uniquely associated 

to a positive definite (PD) function, that is: a function, ( )ii ttK ′,  satisfying 

( ) 0,
  

>∑ ∑ ′ ′′i i iiii ttKαα  for all sequences, { }iα , with 0≠iα  for some i. Therefore, 

choosing ( )ii ttK ′,  amounts to select H. Using this, Kimeldorf and Wahba (1971) showed 

that the finite dimensional solution of [2] admits a linear 

representation ( ) ( )∑ ′ ′′==
i iiiii ttKgtg α, . Moreover, in this finite dimensional setting, 

 Kαα′=
2

H
g , where ( ){ }ii ttK ′= ,K . Using this in [2] and setting ( )y, gl  to be a residual 

sum of squares, one obtains: [ ]′== ngg ˆ,...,ˆˆˆ
1αKg , where ( )′= nαα ˆ,...,ˆˆ

1α is the solution of  

( ) ( ){ } [ ] yIKKααKα-yKα-yα
α

1
    minargˆ −

+=′+
′

= λλ .  



 

The input information, Tti ∈ , enters in the objective function and on the solution only 

through K. This allows using RKHS for regression with any class of information sets 

(vectors, graphs, images, strings, etc.), where a PD can be evaluated.  
 

From a Bayesian perspective, α̂  can be viewed as a posterior mode of a vector of random 

effects in the following model: εKαy += ; ( ) ( ) ( )21222 ,,,, gg NNp σσσσ εε
−= K0αI0εαε . The 

relationship between RKHS regressions and Gaussian processes was first noted by 

Kimeldorf and Wahba (1970). Following de los Campos et al. (2009), one can change 

variables in the above model, with Kαg = , yielding:  

( ) ( ) ( )





=

+=
2222 ,,,, gg NNp σσσσ εε K0gI0εgε

εgy
  [3] 

Thus, from a Bayesian perspective, the evaluations of functions, can be viewed as Gaussian 

processes satisfying ( ) ( )iiii ttKggCov ′′ ∝ ,, . The statistical structure of [3] is exactly that of 

[1] with K=G. However, a main difference is that, from a non-parametric perspective, the 

choice of (co)variance function is not restricted to model-driven reproducing kernels (RK). 

Moreover, the choice of kernel itself may become a task of the algorithm. 

 

The fully-Bayesian RKHS regression assumes unknown variance parameters, and the model 
becomes: 

( ) ( ) ( ) ( )





=

+=
222222 ,,,,,, ggg pNNp σσσσσσ εεε K0gI0εgε

εgy
   [4] 

where ( )22 , gp σσ ε
 is a (proper) prior density assigned to variance parameters. 

 
Representation using orthogonal random variables. For ease of computation, it is 

convenient to represent [4] using orthogonal random variables. To this end, we make use of 

the eigenvalue decomposition (e.g., Golub and Van Loan 1996) of the kernel 

matrix ΛΛΨK ′= , where Λ  is a matrix whose columns are the eigenvectors of K and  

{ }kDiag Ψ=Ψ  is a diagonal matrix whose non-zero entries are the eigenvalues (EV) of K. 

Here, k (k=1,…,n) indexes eigenvectors and the associated eigenvalues. The eigenvectors 

and eigenvalues satisfy: IΛΛ =′  and 0,..., n21 >Ψ≥≥Ψ≥Ψ , respectively. Using these, 

the model described in [4] becomes: 

( ) ( ) ( ) ( )
.

222222 ,,,,,,





∝

+=

ggg pNNp σσσσσσ εεε Ψ0δI0εδε

εΛδy
  [5] 

To see the equivalence of [4] and [5], note that Λδ  is multivariate normal because δ is. 

Moreover, ( ) ( ) 0δΛΛδ == EE  and ( ) 22

ggCov σσ KΛΛΨΛδ =′= . Therefore, [4] and [5] are 

two parameterizations of the same probability model. However, [5] is much more 

computationally. Indeed, from standard results of Bayesian linear models, one can show that 

the fully conditional distribution of δ in [5] is ( ) ( )12,ˆ −= Cδδ εσNELSEp , where 

{ } 1 122 −− Ψ+= kgDiag σσ εC  and yΛCδ ′= −1ˆ . This simplification occurs because IΛΛ =′ . 



 

The fully conditional distribution of δ is multivariate normal, and the (co)variance 

matrix,
12 −

Cεσ , is diagonal, therefore: ( ) ( )∏
=

=
n

k

k ELSEpELSEp
1

δδ . Moreover, 

( )ELSEp kδ  is normal, centered at [ ] kkg y  .

1122
1

−−− Ψ+ σσ ε  and with variance 

[ ] 11222 1
−−− Ψ+ kgσσσ εε , where: yλ kky ′= .  and 

kλ  is the kth column of Λ . Note that model 

unknowns are not required for computing
.  ky , implying that these quantities remain 

constant across iterations of a sampler. The only quantities that need to be updated are 

[ ]1221 −− Ψ+ kgσσ ε  and [ ]1222 1 −− Ψ+ kgσσσ εε
.  If model [5] is extended to include other effects (e.g., 

an intercept), the right-hand side of the mixed model equations associated to ( )ELSEp δ  

will need to be updated at each iteration of the sampler; however, the matrix of coefficient 

remains diagonal and this simplifies computations greatly. 

 

The EV are usually sorted such that 0...21 >Ψ≥≥Ψ≥Ψ n
; therefore, as index k increases 

so does the extent of shrinkage of estimates of effects. For most RK, the decay of the EV 

will be such that for the first EV [ ]1221 −− Ψ+ kgσσ ε
 is close to one, yielding negligible shrinkage 

of the corresponding regression coefficients; linear combinations of the first eigenvectors 

can then be seen as components of g that are essentially not penalized.  
 

Parametric regression. Choosing the RK so as to represent the (co)variance structure 

implied by a parametric model allows fitting parametric regressions using [4] or [5]. An 

obvious example occurs when K=G. A Bayesian ridge regression is another example. This 

model is defined as follows: 

( ) ( ) ( ) ( )





=

+=
222222

,,,,, βεβεβε σσσσσσ pNNp I0βI0εβε,

εXβy
   [6] 

where, as before, y, β , ε  are vectors of phenotypes, marker effects, and model residuals, 

respectively; X  is a matrix of marker genotypes, and 2

βσ  and 2

εσ  are variances of marker 

effects and model residuals, respectively. The above model can be implemented using [5]. 

To this end, we make use of the singular value decomposition (e.g., Golub and Van Loan 

1996) of VUDX ′= . Here, U  (n×n) and V  (p×n) are matrices containing left and right 

singular vectors, respectively, and { }kDiag ξ=D is a diagonal matrix whose non-null entries 

are the singular values of X . The singular vectors satisfy: IUU =′  and IVV =′ . Using these 

in the data equation, we get εUδεβVUDy +=+′= , where βVDδ ′= . The distribution of 

δ  is multivariate normal because so is that of β . Further, ( ) ( ) 0βVDδ =′= EE  and 

( ) 22

ββ σσ DDDVVDδ ′=′′=Cov , thus, { }[ ]22
~ βσξkDiagN 0,δ . Therefore a Bayesian ridge 

regression can be equivalently represented using [5] with UΛ =  and { }2

kDiag ξ=Ψ . Note 

that using UΛ = and { }2

kDiag ξ=Ψ  in [5] implies XXUDVVUDUDUDK ′=′′′=′′=  in [4].  

 



 

Choice of Kernel. The choice of the RK constitutes a key element of model specification in 

KRHS regression. Kernels can be chosen from mechanistic considerations (e.g., XXK ′= , 
or K=G) or based on their properties (e.g., their ability to predict future data). Moreover, the 

choice of kernel may become a task of the algorithm. One way of doing this is by indexing a 

RK with one or several parameters whose values are to be chosen. For example, using a 

Gaussian kernel one can set ( ) ( ){ }iiii ttdttK ′′ −= ,exp, θθ , where ( )ii ttd ′,  is some distance 

function and θ  is a bandwidth parameter that controls how fast ( )θii ttK ′,  drops as points 

get further apart in T. θ  may be chosen by cross-validation or with Bayesian methods (e.g., 

Mallick, Ghosh and Ghosh 2005). However, when θ  is treated as unknown and with 

MCMC methods, the RK needs to be updated every time a new sample of θ  becomes 

available. In practice, it may be computationally more convenient to evaluate models over a 

grid of values of θ ; an application using this approach is given in the next section. 

 

Another way of generating a family of kernels is to use the fact that linear combinations of 

PD functions, ( ) ( ) ( )iigiigii ttKttKttK ′′′ += ,,,
~

2

2

21

2

1 σσ , with 0
2

. ≥gσ , are PD as well (Shawe-

Taylor and Cristianini 2004). From a Bayesian perspective, 2

1gσ  and 2

2gσ  are interpretable as 

variance parameters. To see this, consider extending [4] to two random effects so 

that:
21 ggg +=  and, ( ) ( ) ( )2

222

2

111

2

2

2

121 , , ,, gggg NNp σσσσ K0gK0ggg = .  It follows that 

( )2

22

2

11,~ ggN σσ KK0g + , or equivalently ( )2~~
,~ gN σK0g , where ( )2

2

2

1

2~
ggg σσσ +=  and 

22

22

22

11
~~~ −− += gggg σσσσ KKK . Therefore, fitting model [4] with two independent random 

effects is equivalent to using K
~

. We refer to this approach as kernel selection via kernel 

averaging (KA); an application using this method is given next. 

 

Application with data from US Jersey dairy cattle 

 
Some of the methods discussed in the previous section are illustrated using data sampled 

from the US Jersey cattle population. 

 

Data and models.  Data consisted of SNP genotypes of 1,762 sires; those with progeny test 

before May 2006 (n=1,446) were assigned to a training set (TRN) and the remaining ones 

(n=316) were used as testing set (TST). Genotypes were from the BovineSNP50 BeadChip 

chip and, after standard editing procedures, 42,552 SNPs were retained. The outcomes were 

pedigree-based predicted transmitting abilities (PTA) for milk yield (MY), protein 

percentage (PROT), and daughter pregnancy rate (DPR) from May 2006 for sires in the TRN 

set and from April 2009 for those in the TST set. All traits were standardized to unit 

variance. The following models were fitted to each trait: (1) RKHS regression using a 

Gaussian kernel, ( ) ( )[ ]{ }41 ,exp, iiii dkK ′
−

′ −= xxxx θ , where ( )iid ′xx ,  is the Euclidean 

distance between genotypes ix  and i′x , and 
( )

( ){ }
ii

ii
dk ′

′
= xx ,max

,
. Models were fitted over a 

grid of values of the bandwidth parameter, ( )10,9,8,7,6,5,4,3,2,1,5.0,2.0∈θ , and are 



 

denoted as Kθ; (2) RKHS with kernel averaging (KA) using the two extreme RK of the 

sequence above, that is K0.2 and K10; (3) RKHS regression using K=G, where G is the 
marker-based estimate of the relationships used by Hayes and Goddard (2008) ―this model 

is denoted as KG; and (4) Bayesian ridge regression. This model was fitted using [5] with 

UΛ = and { }2

kDiag ξ=Ψ , where U and { }kξ  are left-singular vectors and singular values of 

the singular value deocmposition of X. Some of the RK of the above models may not be PD; 

however, they are all symmetric, which guarantees that all EV are real (e.g., Golub and Van 

Loan, 1996). Removing all non-positive EV, and the corresponding eigenvectors, guarantees 

that the resulting kernel matrix is PD and this make [5] a valid probability model. 
 

All models were fitted using [5], extended to multiple random effects in case of KA, and 

with independent scaled inverse chi-square priors for variance parameters: 

( )1.0,5~ 22 ==− Sdfχσ ε
, ( )5.0,5~

22 ==−
Sdfg χσ  and ( )25.0,5~,

22

2

2

1 ==−
Sdfgg χσσ . All RK 

were standardized to an average diagonal value of 1. Inferences were based on 100,000 

samples obtained after discarding 10,000 as burn in. Models were compared in terms of their 

predictive mean square error, ( )∑ ∈
−=

TSTi ii /ĝyPMSE 316
2 , where iĝ  is the posterior 

mean of ig obtained when observations in the TST set were regarded as missing data. 

 

Results. Table 1 gives estimates of the posterior mean of 2

εσ  and PMSE by model and trait. 

The posterior means of 2

εσ indicate that KA had the best fit across traits. The Bayesian ridge 

regression and KG fitted the data similarly. Within models using Kθ, the residual variance 

decreased (i.e., goodness of fit improved) as θ increased from 0.2 to 6 and remained more or 

less constant for θ>6. This occurs because ( )iiK ′xx ,  becomes increasingly ‘local’ as θ 

increases. However, better fit to the TRN set does not imply better out-of sample predictive 

ability. In particular, PMSE decreased (i.e., predictive ability increased) as the bandwidth 

parameter in Kθ increased from θ=0.2 to θ=4 for MILK and PROT, and to θ=5 for DPR, and 

increased for θ beyond these values.  In PROT and DPR, KA performed almost as well as 

the best model in the sequence Kθ. For MILK, the PMSE of KA was 10% above of that of 

the best model in the sequence Kθ; however, KA performed much better than the average 

performance of K0.2 and K10 (PMSE of KA was 23% smaller than the average PMSE of K0.2 

and K10). Bayesian ridge regression and KG had similar predictive ability; they performed 

similar to KA for MILK, outperformed KA for PROT, and were outperformed by KA for 

DPR. This illustrates that the optimal kernel can be trait-specific. 

 

 

Discussion 

 

Incorporating molecular markers into models for genomic selection poses important 

statistical and computational challenges. Ideally, models for genomic selection should be: (a) 

able to cope with the curse of dimensionality; (b) flexible enough to capture the complexity 

of quantitative traits, and (c) amenable for computations. RKHS regressions can be used to 



 

address some these challenges. In RKHS, the curse of dimensionality is controlled by 

defining a notion of smoothness of the unknown function with respect to pairs of points in 

input space, ( ) ( )[ ] ( )iiii ttKtgtgCov ′′ ∝ ,, . As a framework, RKHS is flexible enough to 

accommodate many non-parametric and some parametric methods. The frontier between 

parametric and non-parametric methods becomes fuzzy; models are better thought as 

decision rules (i.e., maps from data to estimates) and best evaluated based on performance. 

Predictive ability appears as a natural choice for evaluating model performance from a 

breeding perspective.  

 

Table 1. Estimated residual variance and predictive mean squared error by model and trait 
α
. 

Residual Variance  Predictive Mean-Squared Error 
Model 

MILK PROT DPR  MILK PROT DPR 

K0.2 .217 .294 .345  .691 .468 .478 

K0.5 .207 .281 .333  .677 .462 .473 

K1 .188 .260 .310  .650 .446 .465 

K2 .144 .202 .257  .588 .415 .455 

K3 .093 .116 .181  .545 .420 .438 

K4 .061 .059 .103  .532 .418 .419 

K5 .054 .052 .072  .560 .434 .409 

K6 .054 .053 .068  .599 .467 .420 

K7 .056 .054 .070  .644 .498 .440 

K8 .061 .059 .065  .699 .536 .465 

K9 .060 .057 .063  .799 .578 .496 

K10 .052 .048 .063  .834 .612 .528 

KA .040 .043 .049  .588 .425 .421 

BRR .093 .085 .172  .588 .417 .459 

KG .092 .086 .172  .590 .416 .460 
α 

All models were as in [4] and [5], extended to two random effects in the case of KA; 

K(.) uses a Gaussian kernel with bandwidth parameter (.); KA stands for ‘Kernel 

averaging’ with K0.2 and K10 ; BRR is a linear Bayesian ridge regression on markers; 

KG uses a kernel that is a marker based estimate of a kinship matrix. 

 
 

In RKHS the choice of RK is a central element of model specification. To a certain extent, 

this choice can be made a task of the algorithm. Kernel averaging offers a computationally 

convenient method for automatic kernel selection. In the application presented in this article, 

( )ii ttK ′,1  and ( )ii ttK ′,2  where two PD functions evaluated in the same input set. The same 

approach can be used in cases where 
1g  and 

2g  represent regressions on two different input 

sets (e.g., on marker genotypes and on a pedigree), and ( ).,.1K  and ( ).,.2K  are PD functions, 

each evaluated in one of these input sets. Finally, extending KA to include more than two 

RK is straightforward. 

 



 

Relative to most parametric methods for genomic selection, RKHS offer enormous 

computational advantages. This occurs for two reasons: (a) the model can be represented in 
terms of n unknowns, and (b) factorizations such as eigen or singular value decompositions 

can be used to arrive at highly efficient algorithms. Unfortunately, these benefits cannot be 

exploited in linear models, εXβy += , with marker-specific prior precision variances of 

effects such as BayesA or Bayesian LASSO. This gives to RKHS a great computational 

advantage relative to those methods, especially when p>>n.  

 

In the kernels used in this study all SNPs contributed equally to the RK. As the number of 

available markers increases, a high number is expected to be located in regions of the 

genome that are not associated with the genetic variability of the trait of interest. Ideally, the 

RK should weight each marker based on some measure of its contribution to genetic 
variance. The development of algorithms for choosing these weights is not trivial, especially 

for large p, and constitutes a potentially relevant area of research in RKHS applied to 

genomic selection. 
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