
Statistical Learning Methods For Genome-based 
Analysis Of Quantitative Traits  

D. Gianola.*, G. de los Campos*, O. González-Recio*, N. Long*, H. Okut*, 
G. J. M. Rosa*, K. A. Weigel* and X- L. Wu* 

 

Introduction 
There is a suite of methods developed primarily in computer science and artificial 
intelligence which may be useful in genome-enabled animal breeding. These methods are a 
response to a growing need for extracting knowledge from complex and massive data, such 
as molecular markers or transcriptional profiles (Bishop (2006), Hastie et al. (2009)). Some 
of the procedures cannot be casted in a probabilistic framework, but statisticians have begun 
to explore their properties (Tibshirani, 1994). This approach is often referred to as “statistical 
learning” or “machine learning”; the latter term underscores computer intensiveness. 
Predominant aims are data mining, pattern recognition and prediction, as opposed to 
inference. Here, we review our experience in Wisconsin when applying several such 
methods to animal breeding, focusing on genome-enabled prediction of outcomes. 

The challenge 
Inferring genetic values and predicting phenotypes for quantitative or meristic traits is a 
central problem. This is also important in evolutionary and human quantitative genetics, 
systems biology and genomic-based personalized medicine. Massive genomic marker 
information is now available which can flag genomic regions associated with complex traits. 
For example, Wong et al. (2004) reported 2.8 million single-nucleotide polymorphisms 
(SNPs) in the chicken genome; millions of SNPs have been identified in humans. Markers 
can be used for understanding genetic variation (“genetic architecture”) or as explanatory 
variables in models for predicting (classifying) disease or performance-associated 
phenotypes. Breeding programs now make intensive use of markers, after Meuwissen et al. 
(2001). Animal breeders are mainly interested in predicting breeding values, but genomic 
information may also be useful for designing genotype-specific regimes, e.g., diets, therapies 
or individualized management. In medicine, advances in neuroimaging and tomography, 
coupled with marker information, have potential in both diagnostic and individualized 
treatment of disease. Opportunities offered by the growing ensemble of phenotypic and 
genomic data may not be met well by standard methodology, because of difficulties 
parametric models have in coping with high-dimensional interactions. 

                                                 
* Department of Animal Sciences or Department of Dairy Science, University of Wisconsin-Madison, WI 53706, 
USA. de los Campos is now with the Department of Biostatistics, University of Alabama, Birmingham, USA, and 
González-Recio is with the Instituto Nacional de Investigaciones Agrarias, Madrid, Spain.  

 



 
Animal breeders exploit linear effects of loci because additive gene action is paramount in 
selective improvement; “breeding value” is a dominating concept. Dekkers and Hospital 
(2002) reviewed loci associated with variation, and argued that statistical methods for marker 
assisted prediction do not deal adequately with the complexity of many traits. Difficulties 
include the "curse of dimensionality" (the number of SNPs exceeds the number of 
observations) and naive handling of non-additive gene action. Hill et al. (2008) found that, 
even when there is interaction at the level of the genes, this may not translate into a sizable 
contribution to non-additive variance components. It is comforting that standard models for 
additive genetic variability are so useful. On the other hand, a corollary is that these models 
do not help to understand “genetic architecture”. A search for models that are useful both for 
breeding and for prediction in highly interactive systems is in order. 
 
A challenge is how interactions involving a large number of loci (epistasis) are to be dealt 
with. Cheverud and Routman (1995) proposed an ANOVA framework, but their ideas crash 
in whole-genome data analysis. Also, if thousands of marker genotypes are fitted in a model, 
the number and interpretation of potential interactions is mind boggling. A solution is to treat 
the SNP effects as random. Model choice issues include the distribution adopted for marker 
effects, e.g., thick-tailed (t or double exponential distribution, or mixtures) and the treatment 
of hyper-parameters in Bayesian settings (Gianola et al. (2009)). The "regularization" 
induced by assuming some distribution, produces unique predictions of marker effects 
(Meuwissen et al. (2001), Gianola et al. (2003)). Regularization reduces the effective number 
of parameters, but there is a trade-off with training sample size: for a fixed sample size, 
increasing the number of markers ad nauseum may not have a pay-off in terms of predictive 
ability. However, coping with non-additive genetic variability is a challenge even for random 
effects models. In theory, epistatic variance can be partitioned into orthogonal additive × 
additive, additive × dominance, dominance × dominance, etc., variance components, only 
under idealized conditions. The required assumptions are violated, e.g., linkage 
disequilibrium (LD) is at the base of genome-wide association studies. Further, estimates of 
non-additive components of variance are imprecise, even under standard assumptions, due to 
confounding (Chang, 1988). Alternatively, a regression-type parameterization could be used, 
e.g., with 2-marker, 3-marker, etc., interactions treated as random, but the number of 
regularization parameters increases and predictive ability may be hampered. An often 
unrecognized point is that classical definitions of gene-gene interactions (e.g., Mackay et al. 
(2009)) pertain to models where effects enter linearly into the phenotype. This is not suitable 
for non-linear systems, such as in metabolic control theory. For example, Gianola and de los 
Campos (2008) considered a 3-locus non-linear system. A second-order Taylor series 
approximation near 0 suggested that phenotypes were linear in the effect of locus 1, while an 
approximation near 1 pointed towards "dominance" at loci 2 and 3, and at two-factor 
epistasis involving loci (1,2), (1,3) and (2,3). If a linear model is a "local" approximation 
only, it is not surprising why understanding epistasis has been elusive. Importantly, there is 
no mechanistic basis for positing a parametric model reflecting interaction or nonlinearity 
involving thousands of loci. Difficulties in detecting epistasis in model organisms may 
explain why it has not been widely implicated in genome-wide association studies of human 
complex traits; Hill et al. (2008) explain why this may be so. 



An alternative point of view 
There are methods for exploiting existence of interaction (e.g., epistasis) for predictive 
purposes but without explicit modeling, e.g., Gianola et al. (2006) and Gianola and Van 
Kaam (2008). They proposed a nonparametric treatment of effects of SNPs and focused on a 
reproducing kernel Hilbert spaces (RKHS) mixed model treatment, studied more thoroughly 
by de los Campos (2009). Other methods are worth of study as well, such as classification 
and regression trees and multivariate adaptive regression splines but RKHS is very general in 
prediction or classification contexts. An attraction of RKHS regression is that it has a mixed 
effects linear model formulation without introducing non-linearity. The RKHS representation 
extends mixed model approaches used successfully by animal, plant and forest breeders and, 
more recently, by evolutionary quantitative geneticists. RKHS is discussed in detail by de los 
Campos et al. (2010) in this congress. 
 
Non-parametric methods have had limited application in genetics. Their focus on prediction, 
free of assumptions (e.g., additive gene action), may help to account for gene-gene 
interactions when predicting outcomes, given SNP information. An underlying premise in 
statistical learning is that parameters are not an end by themselves; rather, they serve as 
transitional tools for predicting yet-to-be seen observations. Given a parameter vector θ, 
training data y and future or missing data yf, the focal point is the predictive 
distribution , where ( ) ( ) ( θy|θθy,|yy|y ff dMpMpMp ,,, ∫= ) ( )Mp ,θy,|yf  is the 

likelihood of future observations at given values of θ and y, and ( )Mp ,y|θ  is the posterior 
density of θ. The predictive distribution may convey what to expect in cross-validation. 
Predictions are conditional on some model M and better predictions may be arrived at by 
averaging over models; Wu et al. (2010) use this in studies of candidate genes. Parameters 
such as heritability and the genetic correlation intervene as auxiliary tools for predicting, e.g., 
breeding values. The connection between, say, maximizing likelihoods or posterior densities 
and attaining a good predictive performance is tenuous, because most statistical methods 
have been developed to infer “state of nature”, as opposed to obtaining good predictions 
(Harville (1984)). A notable exception is BLUP, but it is remarkable that in the historical 
sequence of BLUP models, e.g., sire and reduced animal model, animal model, multi-trait 
versions, cross-validation was seldom used for assessing predictive performance. In 
retrospect, more attention should have been placed on tuning performance of BLUP 
predictions using cross-validation, as opposed to spending time in obtaining, say, REML or 
posterior-based estimates of (co) variance parameters in training samples. 
 
Most machine learning techniques cast prediction as follows (Bishop (2006). A training 
sample of N observations has form { }iiy x,  where yi is a phenotype (or some pre-processed 
function of the data) and xi has codes for genotypes at each of p SNPs. An algorithm 
produces a function  such that when an individual not included in the training set and 
with genotype x

)(ˆ xy

0 is observed, then  predicts or classifies its phenotype. If the 
prediction is reasonably accurate (as established by comparison with a competing method), 
the algorithm generalizes well. Many statistical learning methods have been developed, and 
some include standard procedures (e.g. BLUP) of animal breeding as special cases. The list 
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includes the LASSO (Tibshirani (1996) and its Bayesian counterpart (Park and Casella 
(2008)); kernel regression (e.g., Gianola et al. (2006)); RKHS regression (Wahba (2007)); 
local and radial basis function regression (Ruppert et al. (2003)); support vector machines 
and support vector regression (Vapnik (1998)); neural networks (Bishop (2006)), and learner 
enhancers such as bagging (Breiman (1996) and ensemble methods such as boosting (Freund 
and Schapire (1996)). Study cases with some of these methods follow below 

A tour of some statistical learning methods 
Surprising results can be obtained. Figure 1 depicts an analysis of relationships between 
protein and fat yield and the inbreeding coefficient in Jerseys using a non-parametric 
regression method, LOESS (Gulisija et al. (2006)). The dark line is the best fitting curve; the 
light lines are bootstrap replicates. There is much uncertainty, but standard quantitative 
genetics theory does not provide an explanation for the results observed. O’Sullivan et al. 
(1986) and Wahba (2007) analyzed data from 1,665 men followed up during 19 years; 
outcome was survival at the end of the period. The data were analyzed with parametric 
logistic regression (blood pressure and cholesterol were explanatory variables) and with thin-
plate splines, a special case of RKHS regression. The best fitting function f(x) has form 
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Figure 2 shows that this captures a plateau which is not displayed in the parametric logistic 
regression analysis; the latter may overstate risk at some combinations of blood pressure and 
cholesterol levels. 
 
Universal approximators. Neural networks (NN) and radial basis function regression (RBF) 
are universal approximators of functions. NN can capture all sorts of interactions between 
explanatory variables. A schematic is in Figure 3. From left to right: the D x-variables 
(inputs) could be SNPs; the middle-layer has M neurons (“hidden units”, and their number is 
a model choice issue); the output layer may be a phenotype. There are unknown weights or 
“regressions” (the w’s) connecting inputs to neurons and these to K outputs, e.g., classes of a 
categorical trait. The output for class k is modeled as 
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The superscripts on the w’s indicate layers: (1) inputs to neurons and (2) neurons to outputs. 

The term is the contribution of neuron j; this is “activated” via a function 

h which can be linear or non-linear, e.g.,
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collected over neurons, and activated again via another function (logistic for categorical traits 
and linear for a quantitative trait) σ. The NN gives as prediction the class k with the largest 
activated output. A combination of number of layers and neurons and of activation functions 
defines a NN architecture M. The number of parameters can be huge, so regularization is 
needed. For a quantitative trait, there is a single output, and a residual ε enters in the model. 



Then, the NN can be viewed as a non-linear regression model, with parameters tuned by 
Markov chain Monte Carlo methods or by empirical Bayes. 
 
We fitted architectures with 1 through 7 neurons to body mass index (pre-corrected for 
nuisance effects) of 1,896 mice each with 798 SNPs (out of 12,320). There were training, 
validation and testing sets, containing about 60%, 20% and 20% of the cases, respectively; 
“Bayesian BLUP” was the benchmark. Cross-validation correlations obtained from 20 
random partitions of the data overlapped, but there was a slight superiority of the NN with 5 
neurons. “Bayesian BLUP” had about 100 effective parameters. A NN with 7 neurons had 
113 effective parameters, even though the nominal number of parameters was close to 6,000; 
this is due to regularization.  

In RBF, the model takes the form , where β is some nuisance 

vector; m is the number of radial basis functions; the α’s are non-parametric regressions, and 

the radial basis function is  (RBF I), or with a 

θ-parameter common to all SNPs (RBF II). The α’s were assigned a double exponential 
prior, as in Bayesian LASSO. The model was fitted to body weight (BW) and feed 
conversion ratio (FCR) in broilers. BW records were adjusted progeny means of 192 males, 
partitioned into 143 sires and 49 sons as training and testing sets, respectively; there were 
6,947 SNPs converted into “mega-SNPs” via a principal component analysis. FCR data were 
also adjusted progeny means of 394 sires, with 333 in the training set and 61 (sons of such 
sires) in the testing set; 3,481 SNPs were converted into mega-SNPs. Cross-validation 
correlations (corr) and predictive mean-squared errors (PMSE2), benchmarked against those 
from Bayes A (Meuwissen et al. (2001)), fitted to the same number of mega-SNPs are shown 
in Table 1: 

( )∑
=

++=
m

j
ijjiii eky

1

' , αθ xxβw

( ) [ ] [ ]( ) 0 ,exp,
1

2
≥

⎥
⎥
⎦

⎤

⎢
⎢
⎣

⎡
−−= ∑

=
k

p

k

k
j

k
ikji xxk θθθ xx

Table 1. Cross-validation correlation and predictive mean-squared error   

 
RBF with SNP-specific weights outperformed Bayes A. One would expect from theory that a 
model focusing on additive effects (Bayes A) should not be outperformed by a non-
parametric method in these two-generation settings. A cautionary note about theories?. 
 
Bagging and boosting. Bagging (Breiman (1996)) is a bootstrap-enhancer of predictive 
ability, in terms of reducing PMSE. Bootstrap samples are taken from the training data 

; predictions are made for each sample with some method, and then averaged over 
samples. Reduced MSE comes primarily from a reduction of variance, and resampling may 
destroy idiosyncrasies present in the training sample. Bagging is particularly useful for 
imprecise learners such as least-squares, but will not help if the learner is more stable, e.g., 

{ iiy x, }



BLUP or ridge regression. Bagging applied to a weak and simple to compute learner might 
outperform an involved Bayesian hierarchical model. Boosting (Freund and Schapire (1996)) 
uses an ensemble of methods. A weak learner is fitted sequentially to re-weighted data; 
poorly fitted observations receive more attention. Gonzalez-Recio et al. (2010) boosted least-
squares (OLS) and kernel regression (NP) as weak learners. Productive lifetime predicted 
transmitting abilities from 4702 Holstein sires with 32,611 SNPs were used. Data were split 
into a training set with 3304 sires, and a testing set with 1398 sires whose ancestors were in 
the training set. MSE in the testing set was 1.19, 1.67, 1.10 and 2.81 for OLS-boosting, NP-
Boosting, Bayesian LASSO and Bayes A, respectively. Boosting with a suitable learner may 
be competitive with the Bayesian Lasso.   

Conclusion 
 
Machine learning may discover hidden patterns not detectable by parametric models and 
may predict better than methods that have been used for genome-enabled prediction. This 
may not represent a change in paradigm, e.g., BLUP is a RKHS regression (de los Campos et 
al., 2009) and parametric methods are useful even when assumptions do not hold. Galton 
(1886) analyzed stature in parents and adult children, and discovered regression to the mean 
based on a bivariate normal distribution (we now use infinitesimal models with the stronger 
assumption of multivariate normality). However, Wachsmuth et al. (2003) found via LOESS 
that the relation between Galton’s parents and children is non-linear. Actually, son on father, 
daughter on father, son on mother and daughter on mother regressions are non-linear but it is 
not known why this is so. Galton was driven by assumptions of a linear model, eventually 
leading to interpretable parameters (heritability) and to deductions. Was this error 
misleading? Of course not, but not much understanding of the state of nature has been gained 
since, in spite of the presence of parameters. Machine learning methods, welcome to the 
toolkit! 
 

 
Figure 1: LOESS curve relating median residuals from BLUP models for fat and  
protein yield to inbreeding coefficients. Gulisija et al. (2006). 



 

 
Figure 2: Risk of heart attack after 19 years as a function of cholesterol level and blood 
pressure. Left: logistic regression model. Right: thin plate spline fit. Wahba (2007). 
 
 

 
Figure 3: Schematic of feed-forward neural network with M neurons in the hidden 
layer for a categorical trait with K classes. x variables are codes for D SNPs (x0 is an 
intercept). Bishop (2006). 
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