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Summary

Biometry Open Language Tools (BOLT) represent a highly-parallelized software solu-
tion produced by Theta Solutions, LLC (www.ThetaSolutionsLLC.com), that comprises
a portfolio of over 120 command-line unix tools for fitting generalized linear models
(GLM) such as those used in genetic and genomic prediction, and other related data
analysis activities. The tools are optimized for single node computing on reasonably
inexpensive commodity hardware with multiple cores per node and require at least one
CUDA graphics card such as an NVIDIA Titan X. For large problems or greater levels of
parallelization BOLT can exploit multiple CUDA cards. BOLT is available under license,
and is designed for in-corporation turn-key applications such as daily or weekly genetic
evaluations.
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ear models, CUDA graphics processing, Unix command line

Introduction

There are many software solutions for genetic and/or genomic analysis including DMU,
Mix99, PEST, the BLUPF90 suite, TASSEL, Galaxy, GenStat, and ASREML. The
unique features of BOLT software include 1) its emphasis on parallel computing, 2) its
use of CUDA graphic cards, 3) its construction as a set of command-line tools designed
to be used together, 4) its ability to fit a very wide range of models, and 5) its inclusion
of Markov chain Monte-Carlo (MCMC) tools for inference in a broad class of generalized
linear models.

Some of these features are best demonstrated by considering one of the simplest
commonly used mixed linear models for genetic prediction, the single trait animal model.
A linear model is typically described in terms of a model equation, its first moments, and
its second moments. In general terms, the animal model is described as

y = Xb + Zu + e (1)

where y represents a vector of phenotypic observations such as milk yield, b represents
a vector of fixed effects such as herd-year-season, X defines an incidence matrix defining
the fixed effects that are applicable to each of the observations in y, the vector u defines
the random additive genetic values of individuals in the population whose phenotypes
were represented in y, the incidence matrix Z relates the additive genetic values to the
observations, and the vector e defines the residual or “left-over” component that contains
that part of the phenotypes that cannot be explained additively by the fixed effects in b
and the random effects in u.
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The first moments or expected values of the random variables in (1) are commonly
E[e] = 0, E[u] = 0, and as a consequence E[y] = Xb. The second moments or dispersion
parameters of this single-trait animal model are var[u] = Aσ2

g = G, where A defines the
pedigree-defined numerator relationship matrix, and σ2

g is the additive genetic variance,
var[e] = Iσ2

e = R, where I defines an identity matrix of order equal to the number
of observations in y and σ2

e is the residual variance, cov[u, e] = 0, where 0 is a null
matrix, and as a consequence of all these definitions var[y] = ZGZ′ + R = V. In some
circumstances for making inference it is necessary to include distributional assumptions
for the random variables u and e, and in that case these variables are often assumed to
follow Normal distributions, that is u ∼ N(0, Aσ2

g) and e ∼ N(0, Iσ2
e) in which case

y ∼ N(Xb, V).
The direct approach to obtain best linear unbiased estimates (BLUEs) of estimable

functions of the fixed effects, or best linear unbiased predictions (BLUP) of the random
additive genetic effects, more commonly known as the breeding values, and their corre-
sponding prediction error variances, involves setting up and solving Henderson’s Mixed
Model Equations (MME) (Henderson, 1973, 1984) as follows[

X′R−1X X′R−1Z
sym Z′R−1Z + G−1

] [
b
u

]
=

[
X′R−1y
Z′R−1y

]
(2)

which on recognizing that R−1 = Iσ−2e can have both left- and right-hand sides multiplied
by Iσ2

e to produce the so-called lambda form of the MME, for λ = σ2
e/σ

2
g = (1 − h2)/h2

with h2 = σ2
g/(σ

2
g + σ2

e) being the heritability of the trait[
X′X X′Z
sym Z′Z + λA−1

] [
b
u

]
=

[
X′y
Z′y

]
. (3)

There are a number of BOLT tools that can be used to obtain BLUEs and BLUPs from
either (2) or (3). Here we introduce just two of those tools that can be applied to MME of
order 10s or 100s of millions - first a tool that obtains solutions using the preconditioned
conjugate gradient (PCG) algorithm (Strandén and Lidauer, 1999) and second a tool
that obtains solutions using a single-site Gibbs sampler (Sorensen and Gianola, 2002) to
obtain MCMC samples of all the effects. Both PCG and MCMC targetted command-line
tools include the use of a so-called map file, that indicates the matrix elements involved
in the MME to be solved.

A map file representation of the left-hand-side or coefficient matrix of the MME in
(3) is a text file that begins with the word “MAP” and contains a representation of the
LHS elements. As neither the transpose character (’) or the inverse character (−1) are
acceptable here within file names we use some other characters such as “p” for transpose
so that the pre-existing file containing the matrix X′X is called XpX, and the pre-existing
file containing the matrix A−1 is called Ainv, resulting in the following map file which
we might name lhsMap whose contents are

MAP
XpX XpZ
sym ZpZ+3.*Ainv

and for the right-hand side a file we might name rhsMap whose contents are

MAP
Xpy
Zpy
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where XpX, XpZ, ZpZ, Xpy, Zpy and Ainv represent the names of six files that already
exist before we attempt to solve the MME. The MME are symmetric and this is reflected
in the fact that it is not necesary to create a file corresponding to Z′X. All we need
in the map file is some alphanumeric (other than whitespace) to represent that object -
in this case we used the word sym but you could use the word null, “.”, symmetric or
some other string. Note also that the map file does not contain the parameter λ, but its
numerical value which for this example with h2 = 0.25 is 3. This element corresponding
to the random effect submatrix represented as “ZpZ+3.*Ainv” in the map file contains
an arithmetic operation applied to elements contained in two files (here named ZpZ and
Ainv) which is known as a “construct” and in more complex examples such as with
multiple traits or maternal effects allows BOLT tools to take advantage of storing only a
single copy of repetitive objects.

Solution of linear equations using PCG

Solutions using pre-conditioned conjugate gradient (PCG) require no more effort than
running a single command line once the MME objects represented in the map file have
been built. Here we will use the BOLT command-line tool known as “pcgbig” assuming
those objects in the map file have already been built using other BOLT tools not described
here.

The pcgbig command has four required arguments and a host of optional arguments
which we will not cover here but are detailed with examples in our online wiki docu-
mentation that is only available to licensed users. The mandatory arguments for pcgbig
are -A, -b, -o, and -n. The -A argument is the name of the map file representing the
left-hand side, and the -b argument is the name of the map file representing the right
hand side. The -n argument is the maximum number of PCG iterations to perform. The
PCG iterations will terminate before this if the default convergence criteria is reached.
A different convergence criteria can be specified by the user with another optional argu-
ment. The -o argument provides the name of a prefix to use on the output files (of which
there will be one output file for each row of the right-hand-side map file) containing the
solutions of effects corresponding to that block of the MME. In this example there will
be an output file corresponding to Xpy that contains solutions of the fixed effects, and
another corresponding to Zpy that contains solutions to the random effects. By default,
the -o argument (e.g. PCGresults) is prepended to the file names (e.g. convergence after
321 iterations would write out the files PCGresults.321.Xpy and PCGresults.321.Zpy).
The -N option shown below suppresses the inclusion of the number of iterations in the
output file names.

For example,

pcgbig -A lhsMap -b rhsMap -o PCGresults -n 1000 -N

will solve the equations in the example using diagonal preconditioning. The PCG tools
all make use of at least one CUDA graphics cards, but can distribute and parallize the
computing effort across multiple cards if the user chooses to make them available to the
command-line tool. There are a number of versions of PCG tools in BOLT, according to
whether or not the problem requires single or double precision, and whether the entire
problem, a single column from the map file, or a single block from the map file, can be
fitted in the memory of the available CUDA cards.
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Iterative solution of MME such as using PCG or Gauss-Seidel iteration will allow the
generation of BLUEs and BLUPs, but in many instances we are interested in prediction
error variances, reliabilities, or accuracies, corresponding to estimated effects or their
linear functions. In BOLT this might be achieved directly, such as by using an inversion
tool for problems of 100,000 or fewer equations, but for larger problems we resort to
MCMC approaches to obtain a distribution of “plausible values” for each effect or function
of effects, and we make inference using the posterior mean, posterior variance, or the
actual stored distribution of samples from the posterior distribution of interest.

Solution of linear equations using single-site Gibbs sampling

The specially designed high performance Gibbs sampler (Golden et al., 2015) in BOLT
provides a method of obtaining plausible samples of various fixed and random effects, and
those samples obtained in the Markov chain Monte-Carlo (MCMC) process are used for
inference (Sorensen and Gianola, 2002). In theory, the MCMC chain can be started from
any legitimate values of all the unknown effects, but the length of the chain or number
of iterations required for inference can often be considerably reduced if the chain starts
at more probable values of the effects. We prefer to start MCMC sampling using PCG
solutions of the same problem. In that case, the use of chains obtained in parallel, each
starting with the same PCG solution, can hugely reduce the time required to obtain a
sufficient number of samples. Depending upon the problem, each CUDA card can be
used in parallel to obtain its own set of samples, or in some cases when CUDA cards have
sufficient memory for the problem, parallel chains can also be obtained on every available
card. This can allow say 8 chains to be formed in parallel, using 4 CUDA cards.

The ssgibbsCuda tool uses the same map files and other matrix and vector compo-
nents as does pcgbig and runs on the host using a single CUDA graphics card. Each
MCMC iteration provides a sample of plausible values for all the efects in the MME.
Here we define using the -n argument that we will undertake 50,000 MCMC iterations
in a single chain. The output files will be prefixed MCMCsamples according to the -o
argument, a map file defined using the -x argument defines the PCG solutions which
will be the starting values for MCMC sampling so no burn-in will be required, and the
seed for the random number generator will be set using -s 123 so the exact chain could
be recreated if necessary. When parallel chains are being run on the same or different
CUDA cards, each instance of ssgibbsCuda would use a different seed value and the
chains would be combined after the analysis. For example,

ssgibbsCuda -A lhsMap -b rhsMap -o MCMCsamples -x PCGresults.map
-s 123 -n 50000

would run the single-site Gibbs sampler. By default the ssgibbsCuda tool will output
the posterior mean and the posterior variance (i.e. prediction error variance) of each
fitted effect in the model. If some other linear function(s) of sampled effects are required,
such as the sum of breed effects and random genetic effects, or a function of direct and
maternal effects, or an economic index of direct effects for different traits, these functions
can be defined in another argument to ssgibbsCuda that we will not describe here.
Sometimes, the user may want all the actual MCMC samples to be output to a file for
post processing of functions of effects. This option is particularly useful in models that
include marker effects, for example to obtain prediction error variances of animals that
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have yet to be genotyped, or to compute window variances in genome-wide association
studies.

In order to solve the single-trait animal model problem described above, files contain-
ing the numerical values of the relevant matrices or vectors must first have been created
and written to disk. There are many BOLT tools that simplify the parallel execution of
these tasks for the user.

Single-trait single-step GBLUP

The commonly-adopted form of single-step GBLUP involves no more than the replace-
ment in (2) or (3) of the inverse numerator relationship matrix A−1 with a matrix inverse
that is referred to as H−1 (Aguilar et al., 2010). For example, the lambda form of single-
trait single-step GBLUP has the following MME,[

X′X X′Z
sym Z′Z + λH−1

] [
b
u

]
=

[
X′y
Z′y

]
, (4)

which would be characterized in BOLT by the following left-hand side map file

MAP
XpX XpZ
sym ZpZ+3.*Hinv

where Hinv is a file stored in any BOLT supported matrix format containing the matrix
H−1. There are a number of alternative ways to compute H−1, notably depending upon
the manner in which the genotypes are centered and or scaled, and the manner in which
the genomic relationship is computed (VanRaden, 2008). Both H−1 and its component
submatrices can be efficiently computed using BOLT tools (details not provided here)
when the number of genotyped animals is <100,000, or the user can incorporate such
data generated from third party software.

Fitting marker effects using random regression BLUP or mixture
models

Rather than fitting mixed models that include fixed effects and random additive genetic
effects (i.e. breeding value models - BVM), it is often of interest to fit models that include
marker effects fitted as random (i.e. marker effects models - MEM). The simplest marker
effects models can only accommodate inclusion of phenotypes from individuals that are
genotyped. One approach to fitting such a model is known as random regression BLUP
or ridge regression BLUP (i.e. RR-BLUP). The model equation for a simple MEM where
M defines a matrix of genotype covariates (with a row corresponding to each phenotypic
observation and a column representing each locus containing the dosage of 0, 1 or 2 copies
of a particular allele, or centered versions such as -1, 0 or 1) and α represents a vector of
allele substitution effects is

y = Xb + Mα + e (5)

and its corresponding MME incorporating the variance ratio λm = σ2
e/σ

2
α are[

X′X X′M
sym M′M + λmI

] [
b
α

]
=

[
X′y
M′y

]
(6)
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with breeding values estimated as Mα̂ (Meuwissen et al., 2001). Models of the this
kind can be fitted using the GenSel package (Fernando and Garrick, 2013; Garrick and
Fernando, 2013), as BayesC0 (Kizilkaya et al., 2010), where the variance components σ2

e

and σ2
α are estimated combining information from the prior and from the data, rather

than being assumed known as in RR-BLUP. This model is trivially fitted using BOLT’s
pcgbig or ssgibbsCuda tools. However, this model can also be easily extended to
increase its complexity, including those where the marker effects have a prior mixture
model distribution (i.e. some fraction of the marker effects are assumed zero) as in
BayesC (Kizilkaya et al., 2010), or where additional random effects are included in the
model.

Mixture models for marker effects

In RR-BLUP or BayesC0, every marker effect is fitted in every MCMC iteration. Shrink-
age of marker effects occurs through treating the effects as random that involves adding a
variance ratio like λm to the diagonals of the left-hand side. In some cases, the accuracy
of genomic prediction or the detection of QTL in genome-wide association studies can be
further improved by shrinking the effects using a so-called mixture or variable selection
model (Gianola et al., 2009; Gianola, 2013; Habier et al., 2010). In a mixture model,
marker effects are assumed to have some probability (usually denoted π) of being exactly
zero (Meuwissen et al., 2001). These models can also be described as having each marker
effect multiplied by an indicator variable (e.g. δ) that can take values of either 0 or 1.
The indicator variable, of which there is one for every marker effect, thus controls whether
that marker is fitted in the model (δ = 1) or not (δ = 0), explaining why the mixture
model is known as a variable selection model. Mixture models cannot be fitted using
PCG, but they can be fitted by sampling in MCMC approaches. In each iteration of a
Markov chain, each marker effect will have a zero or a non-zero sample, according to the
prior (i.e. π), and the information contributed by the data. Mixture models are trivially
fitted in BOLT using the ssgibbsCuda tool, using an optional -p directives argument
that specifies those factors that are to be sampled using a mixture model, along with
their corresponding π values and variance component. In the case a mixture model is
fitted to an effect, the default output file for that effect will include the posterior mean,
posterior variance and the number of times the effect was sampled with a non-zero value,
which when divided by the total number of iterations is known as model frequency.

Marker effects models with additional random effects

One of the limitations of the GenSel software was that an additional random effect such
as an additional polygenic effect or a litter effect could not be fitted as a random factor.
The manner in which BOLT tools take advantage of map files remove all these limitations.
In general, provided the user is familiar with the structure of the mixed model equations,
the model can be solved using pcgbig and/or ssgibbsCuda among other tools. To
illustrate this functionality, here we consider a marker effects model with an additional
uncorrelated random effect and a permanent environmental effect for litter. Suppose the
model equation is

y = Xb + Mα + Zu + Wq + e, (7)

where W is the incidence matrix for litters, q is the random litter effect, and y, X, b,
M, α, Z, u, and e are as previously defined, except that the residual polygenic effect
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u explains only that proportion of the additive genetic effects or breeding values that
cannot be explained by the markers (i.e. Mα̂). In that case, it is reasonable to assume
that the marker effects and the residual polygenic effects are uncorrelated. After defining
λm = σ2

e/σ
2
α, as before, Im as an identity matrix of order equal to the number of loci,

and λu = σ2
e/cσ

2
g where c represents the fraction of the additive genetic variance that

cannot be explained by markers, and λq = σ2
e/σ

2
q where σ2

q represents the variance due
to permanent environmental litter effects, and Iq is an identity matrix of order equal to
the number of different litters, then the MME are

X′X X′M X′Z X′W
sym M′M + λmIm M′Z M′W
sym sym Z′Z + λgA

−1 Z′W
sym sym sym W′W + λqIq




b
α
u
q

 =


X′y
M′y
Z′y
W′q

 (8)

with the map files of the left- and right-hand sides being straightforward representations of
filenames containing these matrix elements and constructs. These equations are readily
solved using pcgbig or ssgibbsCuda as before. In this model the breeding values
are estimated as Mα̂ + Zû, but it is necessary to obtain the MCMC sample of the
breeding values as linear functions of the MCMC samples rather than just their posterior
means (i.e. α̂ and û) in order to determine the posterior variance (i.e. prediction error
variance) that is required to determine reliabilities. Although the ssgibbsCuda tool has
a command line option to output the entire chain of samples for any effects that might
be desired in post-processing, it also supports an option -e to define an expression list
for linear functions that should be sampled each iteration (such as Mα̂ + Zû). This
option will result in the output of the estimated breeding values and their prediction
error variance without needing any further handling of the marker or residual polygenic
effect solutions or samples. Of course the marker effects can also be given a mixture
prior in this more complex model. Construction of the map files and creation of the
command-line arguments to compute the matrix-matrix and matrix-vector products is
somewhat repetitive, so BOLT includes tools that will create the map files and the scripts
for parallel construction of the MME based on a representation of the model equation
and corresponding inverse variance-covariance matrices.

The hybrid and super hybrid models

A major limitation of the MEM, an example of which has been described above, is that
they do not readily facilitate incorporation of phenotypes on animals without genotypes.
One approach to overcome that problem is to resort to single-step GBLUP (Aguilar
et al., 2010), but that does not allow the fitting of a mixture model to the marker
effects. Further, the genomic relationship matrix will not have an inverse if there are
more animals genotyped than there are markers, and in any event may be too large to
invert. An alternative to using an approximation such as APY (Misztal et al., 2014),
which can also be readily fitted using BOLT tools, is to fit a hybrid model (Fernando
et al., 2014) or a super-hybrid model (Fernando et al., 2016). All the single-step models
fit effects that are equivalent to the additive genetic effects for genotyped individuals
and the additive genetic effects for non-genotyped individuals. In single-step GBLUP,
the fitted effects are the additive genetic effects or breeding values for both classes of
individuals (Aguilar et al., 2010). In the hybrid model, marker effects are fitted rather
than breeding values of genotyped individuals, along with an imputation residual effect for
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each non-genotyped individual (Fernando et al., 2014). We refer to this as a hybrid model
because the fitted effects are hybrids between an MEM and a BVM. In the super hybrid
model, marker effects are fitted rather than breeding values of genotyped individuals, but
for non-genotyped animals their breeding values are fitted directly, rather than just the
imputation residual component of their breeding value. The model equation for all the
single step methods is[

yn
yg

]
=

[
Xn

Xg

]
β +

[
Zn 0
0 Zg

] [
Mnα + ε
Mgα

]
+ e

and recognizing un = Mnα + ε, ug = Mgα, this is single-step GBLUP when fitted in
that form. Instead of solving for un and ug, the hybrid model fits effects for α and ε,
then computes linear functions of these effects to obtain ûn and ûg. The MME for the
hybrid model are

X′X X′ZM X′nZn

sym M′Z′ZM + I
σ2
e

σ2
α

M′
nZ
′
nZn

sym sym Z′nZn + Annσ
2
e

σ2
g


 β̂

α̂
ε̂

 =

 X′y
M′Z′y
Z′nyn



and this can be directly fitted in BOLT. However, the matrix Mn = AngA
−1
gg Mg is dense

and will require a lot of storage if there are many non-genotyped individuals. Accord-
ingly, this form of the MME will be computationally intensive in applications with large
pedigrees (i.e. millions of animals) of mostly non-genotyped individuals. Storage and
multiplication of Mn can be avoided by recognizing Mn = − (Ann)−1 AngMg, and doing
multiplications involving Mn in parts (Fernando et al., 2016). However, that requires
repeated solving of large sparse sets of equations within each round of PCG or MCMC
approaches. There is a dedicated BOLT tool that can fit this model taking advantage of
this multiplication in parts, but for most applications we prefer the super hybrid model.
The super hybrid model fits effects for α and un and in the form shown below is much
faster than the hybrid model for many applications, and can be readily fit using pcgbig
or ssgibbsCuda. A special form of construct in the map file can be used if required
to compute matrix-vector products like X′gZgMgb by first computing (Mgb) and then
pre-multiplying the result by X′gZg which requires separately storing Mg and X′gZg much
like constructs used to fit (3) had separately stored Z′Z and A−1. The single-trait super
hybrid model has MME given by

X′X X′gZgMg X′nZn

. M′
gZ
′
gZgMg + I

σ2
e

σ2
α

+ M′
nA

nnMn
σ2
e

σ2
g

M′
gA

gn σ
2
e

σ2
g

symmetric . Z′nZn + Annσ
2
e

σ2
g


 β̂

α̂
ûn

 =

 X′y
M′

gZ
′
gyg

Z′nyn



The hybrid and super hybrid models can both be readily extended to include an additional
residual polygenic effect to capture genetic variation that is not accounted for by the
marker effects. The online wiki documentation contains examples including scripts to fit
a number of such single-step models in single- and multi-trait circumstances, and with
the inclusion of maternal effects.
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Summary

This guide has provided an introduction to the capabilities and features of the Biometry
Open Language Tools (BOLT) software package, by illustrating the operation of a few
of the tools that collectively allow the fitting of a wide-range of mixed linear models
including those in (Henderson, 1984; Quaas et al., 1984; Mrode, 2005) and their extensions
to include genomic information in the form of single-step breeding value models or marker
effects models. BOLT is under continuous development, typically with monthly releases
that include the addition of new and improved tools. There is an extensive wiki manual
available to licensed users that includes access to scripts and data demonstrating simple
and advanced examples. Like all powerful analytical environments, the complexity of
using BOLT depends on the complexity of the problems. This introductory paper provides
an indication of the philosophical approach adopted for BOLT applications. BOLT is a
copyrighted and commercially licensed set of programs. To obtain a license and a legal
copy of the software please contact support@ThetaSolutionsLLC.com.
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