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Summary

With the cost of next generation sequencing becoming increasing affordable, the 1000 Bull
Genomes Project has grown 10-fold in size to >2700 animals since its commencement in
2012. At present, the 1000 Bull Genomes Project uses the software package SAMtools
mpileup for variant calling. With the number of animals increasing substantially increasing in
every run of the analysis pipeline, there is a critical need to ensure that the most appropriate
software is being used, striking a balance between quality variant calls and computational
efficiency. In this study we compare the variant calling capabilities of the currently used
SAMtools mpileup to that of GATK haplotype caller on a test set of 134 high-coverage
animals and then on a reduced, 10x-coverage set from the same animals. In addition, we
investigate if the method of whole genome sequence pre-processing has an effect on variant
calling results on a smaller, high-coverage, 21 animal test set. Results indicate that the method
of pre-processing has a limited impact on the total number of variants called, although
trimming seems to have a slight impact on quality metrics calculated. As expected, the higher
the depth of coverage, the more variants are called and there is an improvement in the overall
quality of calculated metrics. For SNP, the difference between the number of variants called
and their quality using SAMtools and GATK was negligible. However, in general, GATK was
better at calling INDEL. GATK has several computational efficiency advantages over
SAMtools and there is potentially a strong case for switching to its use in the 1000 Bull
Genomes Project. However, before making the decision to switch more exhaustive testing of
run-times and scalability need to be performed.
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Introduction

Large-scale projects cataloguing genetic variation in population samples enables a better
understanding of population genetic diversity and the genetic architecture of complex traits.
One such project, for agricultural species, is the 1000 Bulls Genome Project (Daetwyler,
Capitan et al. 2014). The 1000 Bull Genomes Project (1kbulls) aims to build a database of
sequence variant genotypes for cattle, including key ancestral bulls. These variants can then
be used for imputation, sequence-based genome-wide association studies (GWAS) and
genomic prediction models, thereby enabling the identification of genetic variants
significantly associated with production traits (Daetwyler et al., 2014). Since its inception in
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2012, the 1kbulls has grown from 234 animals (3 breeds) and identifying 28.3 million genetic
variants to more than 2,700 cattle (100+ breeds) and identifying >88 million filtered variants.
With a greater than 10-fold increase in the number of animals in the project, and this number
only increasing in the future, there is a critical need for greater computational efficiency
(without compromising quality) and data storage solutions.

In this study we compare the variant detection capabilities of two software packages for
use in 1kbulls: the currently used SAMtools v1.3 (Li et al., 2009) and Genome Analysis
Toolkit v3.5 (GATK) (McKenna et al., 2010). Two evaluations are performed. Firstly,
Evaluation A, compares the result of variant calling between the software packages on pre-
processed whole genome sequence from 134 animals with high-coverage (>20x) and
coverage reduced to 10x to test the impact of coverage on variant callers and data quality.
The second evaluation, Evaluation B, aims to determine if the method of pre-processing raw
whole genome sequence data has a significant effect on the number and quality of variants
detected during variant calling and uses whole genome sequence from a smaller set of 21
high-coverage animals. The results of this study will provide valuable information to assist in
making a decision as to which software is best to use for subsequent runs of the 1000 Bull
Genomes Project.

Material and methods

Animal selection and test set creation

Three test sets were created:
1) High-coverage set: All Bos Taurus animals from the 1kbulls Run 6 with >20x whole
genome sequence coverage were selected. Coverage was calculated using the GATK
DepthOfCoverage tool (McKenna et al., 2010). A total of 134 animals with an average
24.29x coverage were selected. This set represents animals with the most sequence
information available for variant calling and included 14 parent/offspring pairs.
2) 10x-coverage set: The whole genome sequence files for the 134 high-coverage animals in
the High-coverage set were down-sampled to 10x coverage using the Picard DownsampleSam
tool (http://broadinstitute.github.io/picard). This set simulates the average coverage present
for the majority of samples within the 1kbulls.
3) Test set 3: 21 high coverage Holstein animals sequenced at Agriculture Victoria were
selected. These 21 animals included 10 parent/offspring pairs with an average whole genome
coverage of 17x.

Test sets 1 and 2 were used in Evaluation A and test set 3 was used in Evaluation B.

Pre-processing

Evaluation A: Whole genome sequence files were processed as directed by the 1kbulls
guidelines. Briefly, reads in raw FASTQ files were removed if they did not pass Illumina
Chastity filter. Reads were then trimmed for adaptor sequence and low quality bases on the 5’
and 3’ ends (Phred+33 score <20). Finally reads that contained three or more Ns or had a
mean Phred+33 score <20 were removed. The resulting filtered FASTQ files were aligned to
the UMD3.1 bovine genome assembly using BWA version 0.5.9 (Li and Durbin, 2009). A
local realignment around INDEL was performed using GATK targetCreator and
indelRealigner tools (DePristo et al., 2011) and PCR/optical duplicates were either removed
with SAMtools rmdup or marked with Picard resulting in the creation of a bam file.
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Evaluation B: Five different pre-processing methods were performed on test set 3.
These methods are outlined in Table 1. The 1kbulls read filtering and alignment pipelines
were as described above. The GATK best practises pipeline is described by Van der Auwera
et al. (2013). Briefly this consisted of 1) read mapping with BWA mem (v0.5.9), 2) marking
duplicates with Picard MarkDuplicates (v2.1.0), 3) performing base quality recalibration with
GATK BaseRecalibrator and PrintReads tools (v3.5) (DePristo et al., 2011).

Variant calling

The variant calling programs tested for Evaluation A were SAMtools mpileup (v1.3) and
GATK HaplotypeCaller (v3.5) via genomic VCF (gVCF) intermediary files. gVCF files have
the same format as VCF files but a gVCF has all records for all sites, whether there is a
variant call there or not. In total, six different tests were conducted, each performed twice (12
tests in total), once for the high-coverage set and once for the reduced, 10x-coverage set. The
SAMtools mpileup test followed the same analysis pipeline used by the 1kbulls (Daetwyler et
al., 2014, Daetwyler et al., 2017), and the GATK HaplotypeCaller tests followed the
procedures outlined in the “best practises” documentation provided by the Broad Institute
(Van der Auwera et al., 2013). Each of the six tests are described in further detail in Table 2.
GATK tests using the GATK variant recalibration method were evaluated at four tranche
sensitivity thresholds. That is, GATK looks at the overlap between variants called and the
truth/training sets supplied (Table 3) and assigns VQSLOD (for variant quality score log-
odds) scores to all variants. When a tranche sensitivity threshold is supplied, such as 99.9,
GATK defines the VSLOD value above which 99.9% of variants in the training set are
included. The four tranche sensitivity thresholds tested in Evaluation A were: 100, 99.9
(GATK best practises), 99.0 and 90.0.

Evaluation B: With the exception of the SAMtools_trimmed test set which followed the
1kbulls pipeline, variant calling followed the GATK “best practises” using the 99.9 tranche
sensitivity threshold and the same truth sets outlined in Table 3 for variant recalibration.
However, the mapping quality (MQ) annotation was found to destabilise the variant
recalibration model for the GATK_AdapterOnly_noBQSR and
GATK_AdapterOnly_modBQSR test sets and so was removed according to GATK
developers’ recommendations.

Performance evaluation

To assess the performance of each test for both Evaluations A and B, a number of metrics
were calculated using pre-existing scripts from the 1kbulls Project (Daetwyler et al., 2014,
Daetwyler et al., 2017). Metrics calculated included: average concordance with BovineHD
genotypes pre- and post-Beagle, average number of unique variants per segment per animal
pre- and post-Beagle, average heterozygosity per animal pre- and post-Beagle and, for
parent/offspring pairs, average opposing homozygote genotypes between parent-offspring
pairs pre- and post-Beagle. We provide the number of filtered SNPs and INDELs for
information only and do not consider it as a quality metric. In addition, the percentage of
filtered SNPs identified in common with all SNPs on the bovineHD SNP chip was calculated.

Results
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Evaluation A

A summary of the number of variants called for each test and both coverage groups can be
found in Table 4. Quality metrics for both SNP and INDEL for each test set are summarised
in Tables 5 and Table 6 respectively. In general, prior to filtering, the difference in the
number of variants called between SAMtools mpileup and GATK when examining the high-
coverage test set is negligible, with SAMtools mpileup finding 3.8% more variants.
Interestingly, there was even less difference in the number of raw variants called with
SAMtools mpileup between the high- and 10x-coverage data sets (<1% difference). Figure
1A depicts the overlap of the pre-filtered variant calls between the high- and 10x-coverage
data sets when using both SAMtools mpileup and GATK. Between these four result sets, there
were 28,159,486 raw variants in common (84% of variants found in the SAMtools mpileup
test using high-coverage data). While SAMtools mpileup appears to be able to detect more
pre-filtered variants, GATK seems to be able to identify more multi-allelic alternative alleles,
finding 43.7% and 39.2% more with the high- and 10x-coverage data sets respectively (Table
4).

When comparing results between SAMtools and GATK after applying the traditional
1kbulls pipeline filters to the high-coverage data sets, GATK identifies just over 1% more
SNP than SAMtools. However, the difference in the number INDELs discovered is larger,
with GATK identifying 22.4% more than SAMtools. This pattern of results is replicated in
the 10x-coverage sets. The identification and concordance with the 800k high-density chip
SNPs is slightly lower for GATK however, after Beagle imputation, this difference is
negligible. Figure 1 (B and C) depicts the degree of overlap of SNP and INDELs respectively
between the SAMtools and GATK tests when the traditional 1kbulls filters are applied.

The number of variants called with GATK using variant recalibration filtering is
dependent on the tranche specificity threshold applied. As expected, the number of variants
called was largest for GATK_t100 test and lowest for GATK_t90.0 (Tables 5 and 6).
Comparing the filtered SAMtools mpileup to the results using the 99.9 tranche (the GATK
“best practises” recommended threshold where 99.9% of variants in the defined truth sets are
retained – providing the highest sensitivity you can get while still being acceptably specific),
despite a significant overlap between variants called (Figure 1, D and E), GATK calls 8.4%
and 10.1% more variants for the high- and 10x-coverage sets than SAMtools respectively.

Across all metric tests SNP concordance with HD SNP chip was slightly lower for
GATK compared to SAMtools, but GATK using variant recalibration filtering detected
slightly more HD SNPs (Table 5). This is most likely the result of using BovineHD data as a
truth set for GATK variant recalibration and proximity filters in the 1kbull pipeline. The rate
of SNP opposing homozygotes for the high-coverage set was lower for SAMtools pre-Beagle,
but slightly higher post-Beagle. In fact, for the SAMtools test, Beagle seemed to add
opposing homozygotes. It may be related to most animals being high-coverage with little to
gain from Beagle as the same pattern is not seen in the 10x-coverage set. Overall, comparing
SNP only statistics between SAMtools and GATK, there is very little difference, however
GATK finds substantially more INDEL over SAMtools at the 99.9 threshold, particularly for
the 10x-coverage set.

Comparing results of high-coverage sets to 10x coverage sets, with the exception of
GATK tranche 99.0, as expected, high-coverage finds more variants and has better quality
pre-beagle metrics. However, post-beagle the metrics are quite comparable. Figure 2 shows a
series of Venn Diagrams depicting the overlap of high-coverage filtered SNP and INDEL
compared to the 10x-coverage set.
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Evaluation B

In general, there was little difference in the number of SNP called between the pre-processing
methods (Table 7, Figure 3). Specifically comparing the results of SAMtools_trimmed to the
GATK best practices (GATK_AdapterOnly), GATK_AdapterOnly found 1.7% more SNP and
9.5% more INDEL. Interestingly, when read data was quality trimmed and filtered using the
1kbulls guidelines and then calling variants following the GATK best practices procedures,
substantially more INDELs were detected, 34.3% compared to SAMtools and 22.7%
compared to GATK best practises procedure for pre-processing and alignment. With the
exception of HD concordance, which was higher for the SAMtools data set, quality metrics
were similar across the board.

Discussion

As has been found previously by Warden and colleagues (2014), with the exception of
trimming, pre-processing had little impact on results with a considerable overlap of variants
detected between methods (Figures 7 and 8). Even omitting or modifying the base
recalibration steps made little difference to the variants detected. However, for both of these
the variant recalibration model was destabilised by including the mapping quality (MQ)
annotation in the model, suggesting that better variant recalibration is achieved by including
the full base recalibration step as outlined by the GATK best practises guidelines.

Depth of coverage had a small effect on the number of variants called with 10x-
coverage sets finding 94.0% – 101.6% of SNP and 91.7% – 111.0% of INDEL compared to
their high-coverage counterparts. The 10x-coverage set twice detected more variants than the
high-coverage set, where SNP calling used GATK with the 99.0 recalibration tranche and
INDEL calling used GATK at the 99.9 recalibration tranche. There is evidence that the error
rate is slightly higher for the 10x set (Tables 5 and 6) and therefore the higher number of
variants may be partly due to false positives.

Filtration of low quality variants can affect overall performance of variant calling
pipelines. Prior to filtering, we observed that SAMtools mpileup actually identified 3.8%
more variants than GATK haplotype caller for the high-coverage test set and 10.3% more
variants for the 10x-coverage test set in Evaluation A (Table 4). However, post-filtering of
SNP there is not much difference at the macro level and the majority of variants calls overlap
between the two software packages (Figure 1). For some applications that are less sensitive to
causative SNP being in the SNP set (e.g. genomic prediction), using a more stringent GATK
recalibration tranche of 99.0 or 90.0 could potentially increase data quality. This would allow
collaborators to choose the stringency best suited to their downstream analyses.

In bovine, INDEL have been linked to several production traits including double-
muscling (Grobet et al., 1997, McPherron and Lee, 1997) and polledness (Medugorac et al.,
2012). As has been previously reported (Hasan et al., 2015, Hwang et al., 2015) , we found
GATK called more INDEL than SAMtools as a proportion of total variants called (8.0% for
high-coverage SAMtools to 10.5% GATK tranche 100. The INDEL opposing homozygote
rate was also reduced using GATK. It is estimated that, in humans, 16-25% of all sequence
polymorphisms are INDEL (Mills et al., 2006). If the bovine genome has a similar proportion
of INDEL to total variants, then existing variant calling tools need to improve in this area.

Not only is the number and quality of calls important considerations for selecting
variant calling software, but analyses need to be computationally efficient. As with most
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things, there are pros and cons for both programs in this respect. In GATK’s favour is its N+1
capability, which has been shown to scale to the tens of thousands of samples. That is, when
analysing large cohorts of samples, if another sample needs to be added there is no need to re-
call all samples, saving time and computational resources. Additionally, GATK variant calling
works from an intermediate gVCF file created from alignment files. These gVCF files can be
used in gzipped form and, from our experience, are approximately 10% the size of the
corresponding bam file (data not shown). Using gzipped gVCF will decrease 1kbulls storage
requirements and allow easier file transfers between collaborators. There are some additional
drawbacks with the use of GATK. At present, backwards compatibility between GATK
versions is not supported and with a change in versions, pre-processing and variant calling
will have to be re-run from raw data for all samples. This will require very close coordination
of pipelines used at all collaborators.

Conclusion

With the imminent release of a substantially improved bovine reference genome assembly, all
animals in the 1000 Bull Genomes Project will need to be realigned to this new reference.
This presents an opportune time to switch to alternate variant calling program such as GATK
if there is evidence to demonstrate data quality of SNP and INDEL calls and genotypes is
maintained or improved. Moving to GATK and consequently, using GVCF files instead of
bam files for distribution, would significantly decrease the amount of data storage required by
the project and allow more frequent distribution of call sets, making the switch to GATK a
potentially attractive choice. However, despite these advantages and the ability of GATK to
generate similar variant calls to the currently used SAMtools mpileup, more exhaustive
testing of run-times and scalability need to be performed.
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Table 1. Evaluation B pre-processing methods.
Test set name Read filtering Alignment pipeline

SAMtools_trimmed 1000 Bull Genomes 1000 Bull Genomes Guidelines
GATK_trimmed 1000 Bull Genomes GATK best practises pipeline
GATK_AdapterOnly Adapter and reads

<50bp removed
GATK best practises pipeline

GATK_AdapterOnly_noBQSR Adapter and reads
<50bp removed

GATK best practises pipeline
without the BQSR step

GATK_AdapterOnly_modBQSR Adapter and reads
<50bp removed

GATK best practises pipeline
with modified BQSR step

Table 2. The six evaluations performed for both the high- and 10x-coverage set as part of
Evaluation A.
Test set name Description

SAMtools_mpileup Samtools 1.3 and standard 1000 Bull Genomes Project filters
GATK_1000bullFilters GATK HaplotypCaller (v3.5) and standard 1000 Bull

Genomes Project filters
GATK_ t100 GATK HaplotypCaller (v3.5) and GATK variant recalibration

using a 100% tranche sensitivity threshold
GATK_t99.9 GATK HaplotypCaller (v3.5) and GATK variant recalibration

using a 99.9% tranche sensitivity threshold (best practises)
GATK_ t99.0 GATK HaplotypCaller (v3.5) and GATK variant recalibration

using a 99.0% tranche sensitivity threshold
GATK_ t90.0 GATK HaplotypCaller (v3.5) and GATK variant recalibration

using a 90.0% tranche sensitivity threshold
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Table 3. GATK variant recalibration truth* and training* sets.
HD_truth sets are comprised of filtered variants from the bovineHD SNP chip overlapping
with variants called in Run 6 of 1kbulls. GGPF250_truth sets are comprised of filtered
variants from The University of Missouri based on 18,000 genotyped animals. Affy_truth set
is comprised of filtered variants from the Affy pre-screening array prior to the building of the
600k Affy Bos-1 array. Run6_truth sets are comprised of stringently filtered variants from
Run 6 of 1kbulls. Run6_training sets are comprised of relaxed filtered variants from Run 6 of
1kbulls. Filters for all truth/training sets were based on MAF, proximity to other variants,
Hardy-Weinberg Equilibrium p-value and number of alternate homozygotes.
Variant type Truth/training set

name
Known Training Truth Prior Number of

variants

SNP HD_truth FALSE TRUE TRUE 15 606,350
SNP GGPF250_truth FALSE TRUE TRUE 15 89,802
SNP Affy_truth FALSE TRUE TRUE 12 1,352,301
SNP Run6_truth FALSE TRUE TRUE 12 1,854,767
SNP Run6_training FALSE TRUE FALSE 10 6,236,113
INDEL HD_truth FALSE TRUE TRUE 15 21
INDEL GGPF250 FALSE TRUE TRUE 15 1,539
INDEL Run6_truth FALSE TRUE TRUE 12 109,042
INDEL Run6_training FALSE TRUE FALSE 10 610,320
* All truth/training sets are mutually exclusive

Table 4. Summary of variant calling results for Evaluation A.
#pre-filtered are the number of total variants called (both SNP and INDEL) prior to any
filtering and the #multi-allelic alternate variants is the number of all variants (both SNP and
INDEL) where more than one alternate variant is called prior to being filtered out.
Data set Coverage # pre-filtered

variants
# multi-allelic
alternate
variants

# filtered
variants

Samtools_mpileup High 33,503,608 1,113,253 25,326,003
Samtools_mpileup 10x 33,207,370 922,791 23,969,198
GATK _1000bullFilters High 32,289,811 1,599,700 26,606,852
GATK _t100 High 32,289,811 1,599,700 30,426,412
GATK_t99.9 High 32,289,811 1,599,700 27,459,314
GATK_t99.0 High 32,289,811 1,599,700 21,537,639
GATK_t90.0 High 32,289,811 1,599,700 12,693,789
GATK_1000bullFilters 10x 30,093,916 1,284,499 24,937,035
GATK_t100 10x 30,093,916 1,284,499 28,561,793
GATK_t99.9 10x 30,093,916 1,284,499 26,401,739
GATK_t99.0 10x 30,093,916 1,284,499 21,737,850
GATK_t90.0 10x 30,093,916 1,284,499 12,294,077
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Table 5. Quality metrics for Evaluation A SNP calls.
Quality metrics for filtered autosomal SNP identified in the six variant calling evaluations performed twice, once at high coverage and once
at a reduced 10x coverage. For each metric, both pre- and post-Beagle represent the proportion of concordant genotypes between sequence
and the bovineHD SNP chip prior to and after Beagle imputation correction. Mean unique variants is the mean number of variants unique to
individuals in a 20mb chromosome segment, Mean Heterozygosity is the mean heterozygosity in a 20mb segment, Mean OppHom is the
mean proportion of opposing homozygotes in parent offspring pairs and Percent 800k SNP is the percent of bovineHD SNP chip variants
present in the call set after filtering.

SAMtools_mpileup GATK_1000bullFilters GATK_ t100 GATK_ t99.9 GATK_ t99.0 GATK_ t90.0
Coverage High 10x High 10x High 10x High 10x High 10x High 10x

Number filtered SNP 23,303,340 22,012,522 24,130,168 22,662,445 27,239,563 25,639,730 25,140,036 23,828,447 19,598,299 19,911,673 11,533,784 11,201,810
Mean
PreBeagleConcordance

0.981 0.967 0.977 0.941 0.976 0.940 0.976 0.940 0.976 0.940 0.977 0.941

Mean
PostBeagleConcordance

0.982 0.980 0.982 0.979 0.982 0.979 0.982 0.979 0.982 0.979 0.982 0.980

Mean unique variants
preBeagle

173.161 132.639 196.853 170.332 236.701 205.493 171.720 148.331 59.203 57.066 3.301 2.793

Mean unique variants
postBeagle

171.772 128.579 196.489 165.053 234.461 197.337 169.365 140.962 57.729 53.145 3.316 2.636

Mean Heterozygosity
preBeagle

0.170 0.174 0.162 0.148 0.156 0.144 0.166 0.153 0.202 0.178 0.267 0.242

Mean Heterozygosity
postBeagle

0.172 0.180 0.169 0.171 0.165 0.169 0.175 0.179 0.212 0.209 0.274 0.273

Mean OppHom preBeagle 0.0011 0.0029 0.0031 0.0083 0.0036 0.0102 0.0039 0.0109 0.0046 0.0129 0.0045 0.0156
Mean OppHom postBeagle 0.0015 0.0020 0.0013 0.0019 0.0019 0.0028 0.0020 0.0030 0.0022 0.0035 0.0009 0.0018
Percent 800k SNP 97.02% 97.00% 96.77% 94.99% 98.93% 98.94% 98.92% 98.94% 98.88% 98.89% 97.29% 97.05%
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Table 6. Quality metrics for Evaluation A INDEL calls.
Quality metrics for filtered INDEL identified in the six variant calling evaluations (performed twice, once at high coverage and once at a
reduced 10x coverage). An explanation of each metric can be found in the Table 5 description.

SAMtools_mpileup GATK_1000bullFilters GATK_ t100 GATK_ t99.9 GATK_ t99.0 GATK_ t90.0
Coverage High 10x High 10x High 10x High 10x High 10x High 10x

Number filtered INDEL 2,022,663 1,956,676 2,476,684 2,274,590 3,186,849 2,922,063 2,319,278 2,573,292 1,939,340 1,826,177 1,160,005 1,092,267
Mean unique variants
preBeagle

10.841 8.382 23.720 18.347 36.802 28.636 12.973 16.890 7.512 3.718 1.439 0.401

Mean unique variants
postBeagle

10.639 8.034 23.504 17.596 35.301 26.355 12.555 14.871 7.378 3.268 1.423 0.342

Mean Heterozygosity
preBeagle

0.168 0.169 0.145 0.132 0.131 26.355 0.167 0.133 0.187 0.175 0.243 0.225

Mean Heterozygosity
postBeagle

0.175 0.184 0.155 0.160 0.147 0.120 0.180 0.172 0.198 0.213 0.252 0.264

Mean OppHom preBeagle 0.0035 0.0057 0.0035 0.0091 0.0042 0.0114 0.0051 0.0128 0.0053 0.0163 0.0050 0.0184
Mean OppHom postBeagle 0.0034 0.0044 0.0012 0.0020 0.0020 0.0033 0.0022 0.0036 0.0020 0.0038 0.0013 0.0026

Table 7. Quality metrics for Evaluation B variant calls.
Quality metrics for filtered variants identified in the five pre-processing tests for Evaluation B. An explanation of each metric can be found
in the Table 5 description.

SAMtools_trimmed GATK_trimmed GATK_AdapterOnly GATK_AdapterOnly_noBQSR GATK_AdapterOnly_modBQSR
SNP INDEL SNP INDEL SNP INDEL SNP INDEL SNP INDEL

Number filtered SNP 13,039,773 1,313,363 13,237,493 1,764,394 13,265,996 1,438,346 12,941,981 1,408,947 12,543,070 1,422,905
Mean
PreBeagleConcordance

0.9888 NA 0.9770 NA 0.9548 NA 0.9557 NA 0.9521 NA

Mean
PostBeagleConcordance

0.9952 NA 0.9948 NA 0.9834 NA 0.9807 NA 0.9807 NA

Mean unique variants
preBeagle

466 36 516 85 618 90 617 73 581 81

Mean unique variants
postBeagle

456 34 486 74 553 72 560 60 524 72

Mean Heterozygosity
preBeagle

0.2893 0.2809 0.2680 0.2309 0.2388 0.1939 0.2411 0.2010 0.2405 0.1979

Mean Heterozygosity
postBeagle

0.2893 0.2954 0.2912 0.2703 0.2712 0.2438 0.2690 0.2493 0.2708 0.2402

Mean OppHom preBeagle 0.0063 0.0101 0.0140 0.0187 0.0229 0.0284 0.0215 0.0288 0.0232 0.0292
Mean OppHom postBeagle 0.0064 0.0106 0.0081 0.0103 0.0154 0.0208 0.0155 0.0218 0.0158 0.0213
Percent 800k SNP 96.43% NA 97.00% NA 96.91% NA 96.85% NA 96.78% NA
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Figure 1. Comparison of variants called between test sets in Evaluation A.
Venn Diagram comparison of variant calls between SAMtools high-coverage (yellow),
SAMtools 10x-coverage (blue), GATK high-coverage (cream) and GATK 10x-coverage
(grey). A: all variants called pre-filtering, B and C: compare SNP and INDEL calls
respectively between SAMtools_mpileup and GATK_1000bullFilters test sets, D and E:
compare SNP and INDEL calls respectively between the SAMtools_mpileup and
GATK_t99.9 (GATK best practises) test sets.
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SAMtools_mpileup GATK_1000bullFilters GATK_ t100 GATK_t99.9 GATK_ t99.0 GATK_ t90.0

SNP

INDEL

Figure 2. Comparison of variants called between high-coverage (yellow) and 10x-coverage (blue) test sets in Evaluation A.
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Figure 3. Comparison of variants called between test sets in Evaluation B.
A and B: compare SNP and INDEL calls respectively between the SAMtools_trimmed and
GATK_trimmed (yellow) test sets, C and D: compare SNP and INDEL calls respectively
between the GATK_trimmed (yellow), GATK_AdapterOnly (blue),
GATK_AdapterOnly_noBQSR (cream) and GATK_modBQSR (grey) test sets.
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